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Abstract
The one-dimensional and two-dimensional bin packing problems are classical optimisation problems with extensive practical applications. Many heuristics have been
developed so that solutions to problem instances can be obtained quickly. These
heuristics do not perform equally well on all problem instances, and determining
the suitability of an algorithm for a given problem instance is difficult in general.
In this thesis, the methodology of Instance Space Analysis is applied to the
bin packing problems for the first time. By performing Instance Space Analysis,
the relationships between algorithm performances and selected features of problem
instances are calculated and presented visually in a two-dimensional space known
as instance space. Regions of relative strength and weakness for a heuristic are
identified, and the performance of the heuristic on a given problem instance can
be predicted by projecting onto instance space. Additionally, the suitability of the
features selected and test instances considered is assessed.
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Chapter 1
Introduction
The one-dimensional bin packing problem (1DBPP) is one of the best-known optimisation problems, and its structure and applications have been studied since the
1930s (Kantorovich, 1960). In the 1DBPP there are a set of items, each with its own
weight, and an infinite number of bins, all with the same capacity. The objective
is to minimise the total number of bins used, subject to the constraints that every
item is placed in a bin, and the sum of the weights of the items in each bin does not
exceed the capacity.
Many exact and approximate methods have been proposed for solving 1DBPP
instances, as presented in the recent surveys (Delorme et al., 2016; Coffman et al.,
2013). The 1DBPP is known to be an NP-hard problem (Garey and Johnson, 2009).
As a result, approximate methods are sought after to try to obtain good solutions
for large problem instances within a reasonable time.
There is also an analog of the 1DBPP in two dimensions. In the two-dimensional
bin packing problem (2DBPP), the bins and items are rectangular. All the bins have
equal widths and heights, and the optimisation objective is to minimise the total
number of bins used while placing the objects into the bins without overlap. During
the placement process, items cannot be rotated.
There are even higher dimensional versions of the bin packing problem, but this
thesis will restrict its attention to the 1DBPP and 2DBPP.

1.1

Some Variants of the Bin Packing Problem

There are numerous variations and extensions of the bin packing problem. An important variation, which applies to bin packing problems of any dimension, is between
the online and offline versions of the bin packing problem (Seiden, 2002). In the
online problem, each item is given one at a time and must be packed before the next
item is received. In contrast, in the offline bin packing problem, the version that will
be considered in this thesis, all items are given immediately. This allows, among
other manipulations, pre-sorting of the items. For example, in the 1DBPP, items
are usually initially sorted so that the weights are in decreasing order. Many results
1

for the online 1DBPP, including the worst-case behaviour of common heuristics, are
presented in the survey paper (Coffman et al., 2013).
One extension of the 1DBPP is known as the variable-sized bin packing problem,
which has been studied since at least the 1980s (Friesen and Langston, 1986) and is
still the subject of recent research (Mao et al., 2017). Rather than having a single
bin size, there is a set of allowed capacities, and each bin must have a size that is
in that set. The objective is typically to minimise the sum of the capacities of all
the used bins (Coffman et al., 2013), but can also be slightly different, as seen in
(Mao et al., 2017) which uses an inequivalent cost function measuring the sum over
all bins of the proportion of wasted space in each bin.
There are two variations of the 1DBPP that are commonly referred to as a “dual”
version (Peeters and Degraeve, 2006). In the first version, rather than being unlimited, the number of bins is fixed. As with the original 1DBPP, each item can only be
placed once, but unlike the original 1DBPP, not every item must be placed in a bin.
Due to the limited number of bins, for some instances it may be impossible to assign
every item to a bin while still respecting the capacity constraints of the bins. The
optimisation objective is now to maximise the sum of the weights of the items packed
into the bins. By viewing each bin as a knapsack, this version of the 1DBPP is a
special case of the 0-1 Multiple Knapsack Problem in which all knapsacks have the
same capacity, and the profit of each item is equal to its weight (Borodin et al., 2018).
In the second dual version of the 1DBPP, the objective is to fill as many bins as
possible. The original requirement that bins are not filled beyond their capacity is
replaced by the constraint that each bin is filled to at least its capacity (Assmann
et al., 1984). In other words, bins must be overfilled rather than underfilled, and
the objective is to maximise the number of bins used rather than minimise it.
The variations to the 1DBPP discussed in the previous paragraphs all have their
analogues in higher dimensions. However, some variations are specific to higher dimensional bin packing problems. An important variation for the 2DBPP is between
the non-oriented and oriented versions (Lodi et al., 1999a). The former refers to the
case where objects can be rotated by 90◦ before being placed. In the latter, which
is the problem under consideration in this thesis, objects cannot be rotated before
placement. A recent survey on multidimensional bin packing (Christensen et al.,
2017) discusses some other variants to the 2DBPP, including the vector bin packing
problem.
While there are many variants of the bin packing problem, including the variants
mentioned above, this thesis will be exploring the original versions of the 1DBPP
and 2DBPP as described in the beginning of the Introduction. To distinguish the
1DBPP and 2DBPP from their variants, they are often described as the classical
version of the bin packing problem (Coffman et al., 2013).

2

1.2

Applications of the Bin Packing Problem

The 1DBPP and 2DBPP both have extensive applications. The 1DBPP is equivalent to the 1D cutting stock problem (Delorme et al., 2016). The 1DBPP is also
relevant to the capacitated vehicle routing problem (Toth and Vigo, 2002). The
minimum number of vehicles required to serve all the customers in an instance of
the capacitated vehicle routing problem can be determined by solving an associated
1DBPP problem. The 1DBPP also models many problems in computer science,
including prepaging and memory allocation (Johnson et al., 1974). The First-Fit
Decreasing heuristic for solving the 1DBPP has applications toward multiprocessor
scheduling (Coffman et al., 1978).
The 2DBPP has many practical applications, including for newspaper pagination
and layout (Lagus et al., 1996), and in the wood and glass industries, where a common objective is to minimise the number of stock sheets with fixed dimensions used
while cutting items in demand. As another interesting application, the allocation
of jobs with known space and time requirements to a shared storage multiprocessor
system can be modelled by a slight variation of the 2DBPP, where one of the sides
is open-ended (Bengtsson, 1982).

1.3

Why Instance Space Analysis?

Since the 1DBPP and 2DBPP are NP-hard problems, heuristics which can quickly
obtain imperfect solutions to problem instances are of great interest. However, it
is infamously difficult to assess algorithm performance objectively (Hooker, 1994).
Even if an algorithm performs well on a given or chosen set of problem instances,
there is no inherent guarantee that it will do well with different instances (Hooker,
1995). It can be misleading to merely consider the average performance of an algorithm over a possibly unrepresentative set of problem instances.
This is where the methodology of Instance Space Analysis, recently developed
by Smith-Miles with others (Smith-Miles and Lopes, 2012; Smith-Miles et al., 2014;
Smith-Miles and Bowly, 2015), comes in. Instance Space Analysis projects problem
instances onto a 2D space known as the instance space, with each instance corresponding to a point on the instance space. This projection is made by calculating
attributes of instances known as features, and the goal is to choose features that explain the difficulty of instances for the algorithms under assessment. Mapping to a
2D space allows for easier visualisation of the problem instances under consideration,
and regions of the instance space where a given algorithm is strong or weak can be
identified. By applying machine learning techniques, the performance of algorithms
on a new problem instance can be predicted by projecting the problem instance onto
the instance space. Overall, this provides far more insight into the structure of the
problem than merely reporting average case performances of algorithms.
Instance Space Analysis has been applied to many problems in recent years,
including graph colouring (Smith-Miles et al., 2014), continuous black-box opti3

misation (Muñoz and Smith-Miles, 2017) and the Rotating Workforce Scheduling
Problem (Kletzander et al., 2020). In this thesis, Instance Space Analysis will be
applied to the 1DBPP and 2DBPP for the first time.

1.4

Problem Specification

The goal of this research is to use the methodology of Instance Space Analysis to
study the 1DBPP and 2DBPP. Specifically, this means analysing the strengths and
weaknesses of common heuristics, exploring the relationships between instance features and algorithm performances, and scrutinising the diversity of common benchmark test instances. The process begins by collecting and generating problem instances, nominating algorithms for assessment, choosing features which may be able
to help explain algorithm performance and developing a performance metric. All this
is called the meta-data for the problem. The methodology of Instance Space Analysis is then applied to this meta-data so that the relative performances of competing
heuristics for the bin packing problems can be compared appropriately. Ultimately,
inadequacies in the features chosen, algorithms considered and benchmark instances
used can be exposed.
The structure of this thesis is as follows. Chapter 2 will provide a theoretical
background for the concepts and methods to be used in the following chapters,
including an overview of how Instance Space Analysis works. Chapter 3 provides
an overview of the meta-data used to analyse the 1DBPP, and Chapter 4 does the
same for the 2DBPP. Chapter 5 presents and discusses the results obtained from
applying Instance Space Analysis to the 1DBPP, and Chapter 6 does the same for
the 2DBPP. Finally, Chapter 7 presents conclusions drawn from this research as well
as the limitations of this work and avenues of possible future research.

4

Chapter 2
Theoretical Background
This chapter provides a theoretical background for concepts that are used in the
following chapters. Section 2.1 presents the notation that will be used to describe
bin packing instances, and Section 2.2 presents definitions that will be used in the
following sections and chapters. Section 2.3 provides a mathematical formulation
for the bin packing problem. Finally, Section 2.4 provides a brief overview of the
methodology of Instance Space Analysis, and how it will be applied to the Bin
Packing Problem.

2.1

Basic Notation

For the classical 1DBPP each instance consists of:
• n, the number of items,
• C, the capacity of the bins, and
• wi , for i ∈ {1, 2, ..., n}, the weights of the n items.
For the problem instance to be feasible, it is required that wi ≤ C. To avoid
triviality, wi > 0, since items with zero weight can be placed anywhere with no
impact. For convenience, C and wi take integer values.
An alternative presentation involves replacing wi with wi /C for each
i ∈ {1, 2, ..., n} and setting C = 1, so that the weight of each item is just
the fraction of the bin that it takes up. In this presentation, only the number of
items and their weights distinguish different instances. When C = 1, the weights
will be referred to as normalised.
Each instance of the 2DBPP consists of:
• n, the number of items,
• W and H, the width and height of the bins respectively, and
• wi and hi for i ∈ {1, 2, ..., n}, the widths and heights of the n items respectively.
5

Like with the 1DBPP, 0 < wi ≤ W and 0 < hi ≤ H, and it is possible to
normalise the widths and heights so that W and H are both equal to 1.

2.2

Definitions

For the 1DBPP, a solution to a given problem instance is an assignment of the
items to a finite number of bins, with the constraints respected. That is, every item
is assigned to a bin, and the sum of the weights of the items assigned to any bin
does not exceed the capacity.
Recall that the objective is to find the minimum number of bins required to
pack all the items. Any assignment of items to bins that uses the minimum number
of bins is called an optimal solution. A good solution is a solution that uses a
relatively small number of bins compared to some benchmark, which will depend on
the instance under consideration. The concept of a good solution in the context of
Instance Space Analysis applied to the bin packing problem will be more rigorously
defined in Section 2.4.
An approximate algorithm, or heuristic (these will be used interchangeably in
this thesis, and approximate algorithm will be shortened to algorithm for Chapter
3 and beyond), obtains a solution (i.e. an assignment of items to bins) to each
instance. This solution may not necessarily be an optimal solution, or even a good
solution. For an instance I and algorithm A, A(I) is the number of bins used in
the solution that algorithm A prescribes for instance I. OP T (I) is the number of
bins used in an optimal solution for instance I.
A solution to an instance of the 2DBPP requires specifying not only which bin
each item is assigned to, but also its position in the bin, which is done by specifying
the location of its bottom-left vertex. The concepts of optimal solutions, good
solutions, approximate algorithms and the definitions of A(I) and OP T (I) still
apply.

2.3

Mathematical Formulation of the Bin Packing
Problem

The 1DBPP can be formulated as an integer linear programming problem as follows:

6

minimise:
subject to:

M
X
j=1
n
X
i=1
M
X

yj
wi xi,j ≤ Cyj , ∀j ∈ {1, ..., M },
xi,j = 1,

∀i ∈ {1, ..., n},

(1)

(2)

j=1

xi,j ∈ {0, 1},
yj ∈ {0, 1},

∀i ∈ {1, ..., n}, j ∈ {1, ..., M },
∀j ∈ {1, ..., M }.

The variables have the following meanings: yj = 1 if bin j is used, and yj = 0
otherwise. xi,j = 1 if item i is placed in bin j, and is zero otherwise. Constraint (1)
ensures that the sum of the weights in each used bin does not exceed the capacity,
and that the sum of the weights in each unused bin is zero (i.e. no items are placed
in unused bins). Constraint (2) ensures that each item is placed in exactly one bin.
Here M is any upper bound for the optimal number of bins needed. A simple
bound would be M = n, the number of items, since a feasible, albeit usually far
from optimal solution would be to have each item in its own bin.
The 1DBPP can be seen as a special case of the 1D cutting stock problem,
another classical optimization problem (Delorme et al., 2016). In the cutting stock
problem, Equation (2) instead becomes:
M
X

xi,j = di ∀i ∈ {1, ..., n}

j=1

where xi,j instead takes values in the non-negative integers, and di is the demand
for item type i. Here, xi,j is the number of times an item of type i is cut out of roll
j. In the language of bin packing, this can be viewed as the number of times an
item of type i is placed in bin j.
Conversely, any instance of the cutting stock problem can be transformed into
an equivalent instance of the 1DBPP by including di copies of each item type i.
This shows that the 1D bin packing problem and the 1D cutting stock problem are
equivalent.
The 2DBPP can also be formulated as an integer linear programming problem,
but the integer program is much more complicated. For each item, not only the bin
it is placed in, but also its location in the bin must be specified. Every pair of items
must also be checked to ensure that they do not overlap. This would require many
more constraints and variables. A possible formulation of the 2DBPP, with some
missing constraints, is presented below:
7

minimise:
subject to:

M
X
j=1
n
X
i=1
M
X

yj
xi,j ≤ nyj , ∀j ∈ {1, ..., M },
xi,j = 1,

(1)

∀i ∈ {1, ..., n},

(2)

∀i ∈ {1, ..., n},
∀i ∈ {1, ..., n},
∀i ∈ {1, ..., n},
∀i ∈ {1, ..., n},
∀j ∈ {1, ..., M },
∀i ∈ {1, ..., n}.

(3)
(4)
(5)
(6)

j=1

ai + wi ≤ W,
bi + hi ≤ H,
ai ≥ 0,
bi ≥ 0,
yj ∈ {0, 1},
ai , bi ∈ Z,

The variables yj and xi,j have the same meanings as in the formulation of the
1DBPP. For each item i, two new integer variables, ai and bi have been introduced.
(ai , bi ) corresponds to the bottom-left coordinate of item i.
Constraint (1) ensures that unused bins contain no items, and equation (2)
ensures that every item is placed in exactly one bin. Constraints (3-6) ensure that
both the top-right and the bottom-left corners of every item fall inside the bin.
Since the bins and items are rectangular, this is sufficient to guarantee that the
every item lies inside the bin.
The missing constraints correspond to the requirement that different items which
lie in the same bin do not overlap. These requirements can be expressed as follows:
for every pair i, i0 ∈ {1, ..., n} with i 6= i0 , one of the following conditions is satisfied:
ai0 − ai ≥ wi ,
or
ai − ai0 ≥ wi0 ,
or
bi0 − bi ≥ hi ,
or
bi − bi0 ≥ hi0 ,
or
xi,j + xi0 ,j ≤ 1, ∀j ∈ {1, ..., M }.

(7)
(8)
(9)
(10)
(11)

Conditions (7-10) are each individually sufficient to ensure that rectangles i and
i do not overlap, even if placed in the same bin. If none of the conditions (7-10) are
satisfied then the items would be overlapping, provided that they are placed in the
same bin. In that case, condition (11) is required to ensure that the items are placed
in different bins. For an explanation of why satisfying one of these conditions (7-10)
is necessary and sufficient to ensure that items in the same bin do not overlap, refer
to (Tsai et al., 1993).
0
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2.4

Instance Space Analysis Framework and
Methodology

For a general problem, not necessarily an optimisation problem, the Algorithm
Selection Problem (ASP) is the problem of determining which algorithm from a
portfolio will perform best on a given problem instance (Rice, 1976). The definition
of best is given by a performance metric that depends on the specific problem
being studied and can include consideration of running time and memory usage
of algorithms. For this section, it will be assumed without loss of generality that
the objective is to minimise the performance metric. This is appropriate to the
bin packing problem, since the optimisation objective is to minimise the number of
bins used. The best algorithm is then the algorithm (or algorithms, if there is a
tie) with the minimal objective function.
Instance Space Analysis is a methodology developed by Smith-Miles and others
(Smith-Miles and Lopes, 2012; Smith-Miles et al., 2014; Smith-Miles and Bowly,
2015) which extends the original ASP framework in (Rice, 1976). Figure 2.1 below
illustrates, in a flowchart, the framework of Instance Space Analysis and its key
component spaces.

Figure 2.1: Algorithm selection framework in (Smith-Miles et al., 2014), extending
the original ASP framework in (Rice, 1976), shown in the shaded box.
In the top left is the ill-defined problem space P, which contains all instances
of the problem to be solved. Since there are theoretically infinitely many possible
problem instances, it is not possible to obtain computational results for all instances
9

in the problem space, so a subset P ⊂ P of the problem space is considered, for
which results are known or can be calculated. The algorithm space A consists of
the algorithms that apply to the problem. The performance space Y is the set of
possible values for the performance measure. Finally the feature space F contains
measurable characteristics, called features, which should encapsulate the properties
and difficulty of instances. Each instance can then be mapped to a vector in feature
space consisting of the values of the features.
The ASP in this framework can then be stated as follows: Given an instance
I ∈ P, with feature vector f (I) ∈ F, find the selection mapping S(f (I)) from
feature space to algorithm space, such that the selected algorithm A ∈ A minimises
the performance measure y(A, I).
Instance Space Analysis extends the original ASP framework by projecting from
Feature Space F to a 2D Instance Space I. Since there are typically many features, F is a high dimensional space, and hence difficult to analyse and visualise.
Projecting to I places instances in 2D space, which allows the following:
• Visualising the distribution and diversity of instances in the subset of the
problem space under consideration.
• Identifying and measuring each algorithm’s regions of strength and weakness.
The regions where an algorithm performs strongly are called the algorithm’s
footprint.
• Finding regions of interest in the space where generating additional instances
may allow insights to be gained. These could be gaps in the original instance
space, as well as regions where there is no clearly superior algorithm.
• Assessing the adequacy of the selected features. If it is found that there are
regions in the instance space where the performance of algorithms is unpredictable and inconsistent, this may suggest that more distinguishing features
are needed to capture the strength and weakness of these algorithms. With
more features, contradictory instances can be re-projected to different regions
of the instance space.
The general procedure of Instance Space Analysis is as follows. Firstly, the
component spaces in the shaded box in Figure 2.1, known as the meta-data, are
established. This involves the following:
• Problem instances are chosen or generated to form P , a subset of the problem
space. These instances will often come from benchmark instances from the
literature, although they may also be generated by other means.
• A finite number of algorithms are chosen to form the algorithm space A.
• A performance metric must be developed so that the performance of a given
algorithm on a problem instance can be quantitatively measured. For the bin
10

packing problems under consideration, this is straightforward. The performance metrics used in this thesis are just a small modification on the number
of bins used by the algorithm. Additionally, a binary definition of “good performance” must be established so that algorithm footprints can be calculated
later. For this thesis, “good performance” will always be defined by comparing
the algorithm’s performance with that of its competitors.
• A finite number of features are developed to form the feature space F. A
feature is a function from the problem space to R. The goal is to develop
features that capture essential characteristics of instances which affect the
performance of different algorithms.
Once the meta-data is gathered, the next step is to obtain a projection from the
high-dimensional feature space into a two-dimensional space which will be called
the instance space. This involves several stages. The meta-data is pre-processed
and normalised by applying a Box-Cox transformation and a Z-transformation.
This results in features and performance measures with distributions that are close
to normal. A feature selection process is then applied. This involves first finding the
features that correlate highly with algorithm performance, then selecting between
the features based on correlation clustering so that highly correlated features are
not chosen together. This is done to avoid redundancy, so that features which
essentially measure the same attributes of instances do not duplicate each other.
Finally, a dimensionality reduction method called PILOT is applied to calculate
the best projection onto the 2D instance space (Muñoz et al., 2017).
Now that the projection from feature space to instance space has been established, machine learning techniques can be applied to predict the performances
of algorithms, and select the best algorithm for input instances, based on the
projection of the instances onto instance space. A Support Vector Machine (SVM)
called PYTHIA is applied for this purpose. The footprints of each algorithm can
also be calculated at this stage. This allows for visualisation of the regions of the
instance space where each algorithm is likely to perform well or badly.
Once algorithm selection has been established, its success or lack thereof can be
measured by comparing the performance of the selector with the results of using
only one algorithm for all instances. Unseen instances with associated meta-data
may also be imported in order to test the effectiveness of the algorithm selection
method. If algorithm selection performs well, providing significant improvement
over any individual algorithm, this suggests that the features were well chosen
and selected to be relevant to algorithm performance. On the other hand, algorithm selection that does not provide much improvement could be due to many
factors, including poorly chosen or selected features, lack of instance diversity,
or simply one algorithm dominating all the others for a large proportion of instances.
For further information regarding the methodology of Instance Space Analysis,
see (Smith-Miles et al., 2014) for the general framework and (Muñoz et al., 2017;
Muñoz and Smith-Miles, 2017) for the mathematical details, particularly for the
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steps applied after gathering the meta-data.
For this research, the online toolkit MATILDA1 will be used to perform Instance
Space Analysis. The settings under “Advanced Settings” are left to their defaults
unless otherwise stated. The MATILDA toolkit requires a properly formatted file
containing the experimental meta-data to be uploaded. After MATILDA performs
Instance Space Analysis on the uploaded meta-data, the distribution of instances,
performance of algorithms, algorithm prediction and selection, and distribution of
features can be visualised. If desired, new instances can be projected onto the
instance space.

1

https://matilda.unimelb.edu.au
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Chapter 3
1D Bin Packing Problem
(1DBPP) Meta-data
This chapter presents the experimental meta-data used for applying Instance Space
Analysis to the 1DBPP. This meta-data includes the instances used, the algorithms
considered, the features chosen, and the performance metric used.

3.1

Instances

The instances used are a combination of standard test instances from the literature,
most of which were taken from the online collection “A Bin Packing Problem
Library” (BPPLIB) (Delorme et al., 2018), and randomly generated instances
intended to replicate, fill gaps in and expand the instance space, using methodology
from (Schwerin and Wascher, 1997). The Instance Space Analysis is initially
performed on the instances from the literature, and the generated instances are
then projected into the instance space created.
These are the instances from the literature that were used in the analysis, along
with their sources and a brief description of their properties:
• Falkenauer
- These instances are divided into two classes with 80 instances each. The
first class, “Falkenauer U”, has instances with uniformly distributed weights
with n between 120 and 1000, C = 150 and the weights distributed in the
range [20, 100]. The second class, “Falkenauer T”, consists of instances with
so-called “triplets”, where certain combinations of three items must go into
the same bin in an optimal packing. The weights vary between 0.25 and 0.5 of
the capacity, and each “triplet” consists of one item with weight greater than
one-third of the capacity, and two items with weights smaller than one third.
These instances were generated and used in (Falkenauer, 1996).
• Scholl
- These instances are divided into three sets, with 720, 480 and 10 instances
respectively. In the first set, “Scholl 1”, n varies between 50 and 500, the
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capacity varies between 100 and 150, and the weights are randomly generated
with a uniform distribution between a varying lower bound and a constant
upper bound of 100. The second set, “Scholl 2”, also has n varying between
50 and 500. The weights are generated so that the average number of items
per bin is 3, 5, 7 or 9 (depending on the instance). The third set, “Scholl 3”,
consists of 10 instances with n = 200, C = 100000 and wj ∈ [20000, 35000].
These instances were generated and used in (Scholl et al., 1997).
• Wäscher
- These consist of 17 of the hardest instances generated and used in (Wäscher
and Gau, 1996). n varies between 57 and 239 and the capacity is set at 10000.
• Schwerin
- These instances are divided into two sets with 100 instances each. In the
first set, “Schwerin 1”, n is 100 and in the second set, “Schwerin 2”, n is 120.
In both sets, the capacity is 1000. These instances were generated and used
in (Schwerin and Wascher, 1997).
• Schoenfield
- These consist of the 28 instances used by Schoenfield in a 2002 technical
report (Delorme et al., 2018). n varies between 160 and 200 and C = 1000.
• Delorme
- For each quadruplet combination (n, C, wmin , wmax ), with
n ∈ {50, 100, 200, 300, 400, 500, 750, 1000},
C ∈ {50, 75, 100, 120, 125, 150, 200, 300, 400, 500, 750, 1000},
wmin ∈ {0.1C, 0.2C} and wmax ∈ {0.7C, 0.8C}, 10 instances were generated,
with weights being generated uniformly randomly in the range [wmin , wmax ].
These were used in the survey (Delorme et al., 2016).
The randomly generated instances were generated with the following parameters
chosen:
• n: the number of items.
• C: the capacity of the bins.
• v1 : the minimum possible weight of the items, as a proportion of the capacity.
• v2 : the maximum possible weight of the items, as a proportion of the capacity.
Following the procedure outlined in (Schwerin and Wascher, 1997), instances
were generated by uniformly randomly generating n integer weights in the range
[v1 C, v2 C]. Instances were generated with the following parameters:
• n ∈ {20, 50, 100, 200}
• C = 1000
• v1 , v2 ∈ {0.01, 0.02, 0.05, 0.1, 0.15, 0.2, 0.25, 0.5, 0.75, 0.9} with v1 ≤ v2 .
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20 instances were generated for each valid combination of (n, v1 , v2 ), resulting in
a total of 3600 randomly generated instances. The capacity was not varied, since it
has minimal impact on problem instances and their features.

3.2

Algorithms

Two algorithms for the 1DBPP will be compared in this analysis. They are the
First-Fit Decreasing algorithm and the Djang and Finch algorithm. All algorithms
considered in this section begin with the same first step: the item weights are sorted
in decreasing order.

3.2.1

First-Fit Decreasing Algorithm

The First-Fit Decreasing algorithm (FFD) is a simple heuristic that often provides
good solutions to 1DBPP instances (Schwerin and Wascher, 1997). The pseudo-code
for the FFD algorithm is as follows:
Algorithm 1 FFD
1: for All objects i = 1, 2, ..., n do
2:
for All bins j = 1, 2, ... do
3:
if Object i fits in bin j then
4:
Pack item i in bin j.
5:
Break the loop and pack the next object.
6:
end if
7:
end for
8:
if Object i does not fit in any available bin then
9:
Create new bin and pack object i.
10:
end if
11: end for
The first item is placed into a bin; the bin is labelled with index 1. Every
subsequent item is placed into the lowest index bin in which it fits, first trying the
bin with index 1 and moving forwards if it does not fit. If it does not fit into any of
the currently occupied bins (with indices 1, ..., i), a new bin is opened with index
i + 1 and the item is placed in that new bin. The process continues until all items
are placed, at which point a valid solution to the 1DBPP instance is obtained. In
accordance with the notation defined in Section 2.2, F F D(I) refers to the number
of bins used by FFD when solving the 1DBPP instance I.
The performance of FFD on 1DBPP instances has been widely studied. In
(Dósa, 2007) the tight worst-case bound of F F D(I) ≤ 11/9OP T (I) + 6/9 is shown
to apply for all 1DBPP instances I. This result was an improvement on numerous
previous results: while the asymptotic worst-case ratio 11/9 has been known since
the 1970s (Johnson et al., 1974), the correct tight additive constant of 6/9 was only
shown in 2007.
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There are numerous alternatives to the FFD algorithm that exist. One of them
is the Best-Fit Decreasing Algorithm (BFD), which differs from the FFD in just one
way: instead of trying to fit every item into the lowest index bin, it instead tries
to fit the item into the bin of largest content, in order to “best fit” the item with
minimal leftover space. If there is more than one “best fit” bin, the one with the
lowest index is chosen. The pseudo-code for the BFD algorithm is presented below:
Algorithm 2 BFD
1: for All objects i = 1, 2, ..., n do
2:
for All bins j = 1, 2, ... do
3:
if Object i fits in bin j then
4:
Calculate remaining capacity in bin j if item i is added.
5:
end if
6:
end for
7:
if Object i fits in at least one available bin then
8:
Pack object i in bin j, where j is the bin with minimum remaining capacity.
9:
else
10:
Create new bin and pack object i.
11:
end if
12: end for
However, BFD obtains the same results as FFD on almost all instances: on
the literature instances, their performance only differs in 14 cases out of all 5455
instances, while on the randomly generated instances, there are only four instances
out of all 3600 where FFD and BFD obtained different results. In all cases, their
performances only differed by a single bin. Since their performance is almost always
identical, there is little point of including both algorithms, and the FFD algorithm
is chosen since it is better known, simpler and faster to execute.
An even simpler alternative is the Next-Fit Decreasing algorithm (NFD). It
always tries to fit the current item into the current bin, and if this is not possible, it
places the item into a new bin, which then becomes the current bin. Unlike the FFD
and BFD, it never returns to previous bins. Pseudo-code for the NFD algorithm is
as follows:
Algorithm 3 NFD
1: for All objects i = 1, 2, ..., n do
2:
if Object i fits in current bin then
3:
Pack item i into current bin.
4:
else
5:
Create new bin, make it the current bin and pack object i.
6:
end if
7: end for
While NFD is a very fast algorithm and only uses constant bounded memory
for the placement procedure, it is also less efficient and wasteful. Empty space that
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exists in previous bins is never made use of, unlike in the FFD and BFD. As a
result, this algorithm will not be considered in the Instance Space Analysis either.
For a discussion of further alternatives and extensions to the FFD algorithm,
readers may refer to the survey (Coffman et al., 2013).

3.2.2

Djang and Finch Algorithm

The other algorithm is the Djang and Finch (DJD) algorithm (Ross et al., 2003).
Two parameters M = C/2 and α = C/20 are chosen for this algorithm; their meanings will be explained later. Pseudo-code describing the operation of this algorithm
is presented below:
Algorithm 4 DJD
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:

I = {1, 2, ..., n} is the set of items.
for All bins j = 1, 2, ... do
for All items i ∈ I by ascending index do
if Sum of weights in bin j < M then
Place item i in bin j.
Remove item i from set I.
end if
end for
δ=0
while Sum of weights in bin j < C − δ do
Try combinations of one, then two, then three items to add to bin j so that
sum of weights in bin j ≥ C − δ without exceeding capacity.
if A satisfactory combination is found then
Pack the items in bin j.
Remove the items from set I.
else
δ ← δ + α.
end if
end while
if I is empty (all items are packed) then
Break the loop.
end if
end for
A brief verbal description of the algorithm is as follows:

(1) Take a new bin and fill it with items in order of decreasing weight until it is
at least M full. Set the tolerance to be δ = 0.
(2) Try to exactly fit the remainder of the bin with a single item. If this cannot be
done, try it with combinations of two items, then combinations of three items.
If any of these combinations perfectly fit the bin, go back to Step 1 and begin
filling a new bin.
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(3) If there are no such combinations that will work, increase δ by α, and try to
fit the bin, again trying combinations of one, two and three items, so that the
sum of the weights is at least C − δ. The tolerance δ is continually increased
by this same increment until a combination of items can be found that will fit
the bin. Once a successful combination is found, return to Step 1 and begin
filling a new bin.
(4) Continue until all items have been placed.
The value of M , chosen to be C/2 here, refers to the amount a bin is filled before
combinations of items to perfectly fit the bin are tried. Different thresholds such as
M = C/3 or C/4 can be chosen, but will generally lead to much worse performances
for instances with a large number of relatively small items (López-Camacho et al.,
2013b).
The value of α is the amount by which the tolerance is incremented after no
successful combinations of items are found to fit the bin to within the tolerance. In
principle, it would be possible to increment the tolerance δ by 1 at a time, so α = 1,
rather than the chosen value α = C/20. This would ensure the tightest possible
filling of each bin, at least under the procedure of this algorithm. However, this
would result in the algorithm potentially taking an inordinate amount of time to
run for problem instances where C is very large, such as C = 100000 for the “Scholl
3” instances. In contrast, the chosen increment guarantees that each bin will be
filled after at most 10 increments, ensuring that the running time of the algorithm
remains reasonable.

3.2.3

Illustrative Example

To help understand how these algorithms work and how they can differ when applied
to instances, consider the following simple 1DBPP instance:
• n = 11.
• C = 10.
• The set of weights is W = {5, 5, 5, 4, 4, 4, 3, 3, 3, 2, 2}.
The FFD algorithm will begin by packing the first two items, both with weights
5, into the first bin. Since C = 10, this bin is now full, so the next two items, with
weights 5 and 4 respectively are placed in the second bin. The bins so far appear as
follows:
• Bin 1: {5, 5}.
• Bin 2: {5, 4}
• Remaining weights: {4, 4, 3, 3, 3, 2, 2}.
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Now, note that the total weight of the items in Bin 2 is 9, and the smallest
remaining weight is 2. Since 9 + 2 > 10, no remaining weights could possibly fit into
Bin 2, so for the remainder of the procedure, both Bins 1 and 2 can be considered
as full.
In the next step, the remaining two items with weight 4 are placed into the third
bin. Items with weight 3 cannot be placed in the third bin since 4 + 4 + 3 > 10, so
they are all placed in the fourth bin. After this, one of the items with weight 2 can
be placed in the third bin, but the final item must be placed in its own bin since the
total weight of the items in each of the first four bins is either 9 or 10. The result is
the following:
• Bin 1: {5, 5}.
• Bin 2: {5, 4}.
• Bin 3: {4, 4, 2}.
• Bin 4: {3, 3, 3}.
• Bin 5: {2}.
The FFD algorithm used a total of 5 bins. What about the DJD algorithm?
DJD begins by opening a new bin and filling it with items in order of decreasing
weight until it is at least half full. For the first bin, this just means placing an item
with weight 5 in. Since it is now half full, it tries to fit the remainder of the bin
with a single item, which is done by adding another item with weight 5 into the
first bin.
Having returned to step 1, a new bin is opened and the remaining item with
weight 5 is placed. It is no longer possible to exactly fit the remainder of the bin with
a single item, so combinations of two items are tried. The only weight combination
that will perfectly fit the bin is (3, 2), so this is the combination chosen. So far, the
situation is as follows:
• Bin 1: {5, 5}.
• Bin 2: {5, 3, 2}.
• Remaining weights: {4, 4, 4, 3, 3, 2}.
Bin 3 is now opened. Two items of weight 4 are placed so that the bin is at least
half full. The algorithm then tries to exactly fit the bin with a single item, which is
done with an item of weight 2. The only weights remaining are now {4, 3, 3}. In the
fourth bin, the item of weight 4 and an item of weight 3 is placed, and the remaining
item of weight 3 will perfectly fit the bin. The result is the following:
• Bin 1: {5, 5}.
• Bin 2: {5, 3, 2}.
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• Bin 3: {4, 4, 2}.
• Bin 4: {4, 3, 3}.
For this instance, FFD uses 5 bins but DJD uses only 4 bins. Note that the total
weights of all the items in this instance is 40. Since the capacity of the bins is 10,
this means that at least 4 bins are required to pack all the items. Therefore, the
solution obtained by DJD must be an optimal solution.

3.3

Features

This section will give an overview of the 11 features considered for the 1DBPP
instance space analysis. For the purpose of calculating the features, the weights are
normalised (see Section 2.1), so C = 1.
• n: the number of items.
• Mean: the mean of the weights of the items.
• Median: the median of the weights of the items.
• Var: the variance of the weights of the items.
• Max: the maximum of the weights, or alternatively, the weight of the largest
item.
• Min: the minimum of the weights, or alternatively, the weight of the smallest
item.
• Huge: the proportion of items that have weight >
number of items with weight > 12 divided by n.
• Large: the proportion of items that have weight >

1
3

• Medium: the proportion of items that have weight >

1
.
2

In other words, the

but ≤ 12 .
1
4

but ≤ 13 .

• Small: the proportion of items that have weight ≤ 14 .
• Tiny: the proportion of items that have weight ≤

1
.
10

The features considered are a combination of standard statistical measures
of the weights (such as Mean and Median), along with other features which
more specifically capture important aspects of the weights of the items. It is not
immediately clear how the values of the features affect the difficulty of instances,
although previous research has identified instances with a mean weight of around
1/3 as being very difficult (Schwerin and Wascher, 1997). These instances frequently
correspond to “triplet” instances, in which groups of three items, all with weights
between 14 and 12 , must be placed in the same bin together in an optimal packing
(Falkenauer, 1996). Each “triplet” combination consists of one Large item and two
Medium items. It is not possible to have a feature which directly looks for triplets,
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since this would be tantamount to solving the instance. Instead, features such as
Large and Medium are included to measure the proportions of weights with critical
sizes which can indicate triplet instances.
The Tiny feature is included to measure the proportion of items with very small
weights. Instances with many very small items tend to be easy for the FFD algorithm, since the small items can function as sand and allow mostly filled bins to be
perfectly filled (López-Camacho et al., 2013a).

3.4

Performance Metric

For a 1DBPP instance I and algorithm A, the performance metric is defined as
A(I) − CTS(I), where A(I)Pis the number of bins used by algorithm A to solve
instance I, and CTS(I) = ni=1 wi is the sum of the (normalised) weights of the
items. CTS(I) is a lower bound to the optimal number of bins required for instance
I, and is the solution to the continuous relaxation of the integer linear programming
problem in Section 2.3.
An algorithm is considered to have good performance for an instance if its performance metric is at least as small as the performance metric of the other algorithm.
This is equivalent to saying that the algorithm does not use more bins than the
alternative algorithm.
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Chapter 4
2D Bin Packing Problem
(2DBPP) Meta-data
This chapter presents the experimental meta-data used for applying Instance Space
Analysis to the 2DBPP. This meta-data includes the instances used, the algorithms
considered, the features chosen and the performance metric used.

4.1

Instances

The instances used were all randomly generated with varying parameters. A total of
2925 instances were generated, with 900 being literature-based and the other 2025
being randomly generated with custom parameters. The literature-based instances
are so named because they are generated using a similar procedure to that the
original authors used during their research. The instances generated, along with
their sources and a brief description of their properties, is given below:
• Bengtsson
- These instances are divided into two sets with 150 instances each. The
first set has bins with dimensions 25 × 10, and the second set has bins with
dimensions 40 × 25. For the first set, n varies between 20 and 100 and for the
second set, n varies between 40 and 200. In both cases, the items are randomly
generated with widths and heights in the ranges [1, 12] and [1, 8] respectively.
Instances with these properties were used in (Bengtsson, 1982).
• Berkey-Wang
- These instances are divided into six sets with 50 instances each. For all the
sets, the generation does not bias toward width or height; all the bins are
square, and the ranges that the widths and heights are randomly generated
in are the same. For the first set, the side length of the bins is 10 and the
widths and heights of items are randomly generated in the range [1, 10]. For
the second set, the bins have side length 30 and the widths and heights are
still in the range [1, 10]. The remaining sets have (side length of bins, range of
widths/heights of items) given by (40, [1, 35]), (100, [1, 35]), (100, [1, 100]) and
(300, [1, 100]). This method of instance generation was used in (Berkey and
Wang, 1987).
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• Martello-Vigo
- These instances all have W = H = 100, and consist of four types of pieces:
– Type 1: width randomly generated in [ 23 W, W ] and height randomly generated in [1, 12 H]
– Type 2: width randomly generated in [1, 12 W ] and height randomly generated in [ 32 H, H]
– Type 3: width randomly generated in [ 21 W, W ] and height randomly generated in [ 12 H, H]
– Type 4: width randomly generated in [1, 12 W ] and height randomly generated in [1, 21 H]
There are four classes of instances. The instances in the first class have 70% of
its items from Type 1, and 10% from each of the other types. The instances in
the second class have 70% of its items from Type 2, and 10% from each of the
other types. The third and fourth class are generated similarly. n was chosen
so that it is in {20, 50, 100, 200, 500}. For each combination of n and class,
15 instances were generated, resulting in a total of 300 randomly generated
instances. This method of instance generation was used in (Martello and
Vigo, 1998).
The remaining randomly generated instances were generated with the following
parameters chosen:
• n: the number of items.
• W, H: the width and height, respectively, of the bins.
• w1 , h1 : the minimum possible width and height of the items, respectively, as
a proportion of W .
• w2 , h2 : the maximum possible width and height of the items, respectively, as
a proportion of H.
Instances were generated by randomly generating n pairs of (width, height).
The width and height are randomly generated integers in the ranges [w1 W, w2 W ] and
[h1 H, h2 H] respectively, with the exception of forbidding zero widths and heights. In
an attempt to broadly cover the most relevant areas of the problem space, instances
were generated with the following parameters:
• n ∈ {40, 80, 120, 200, 400}
• W = H = 100
• w1 , h1 ∈ {0, 1/4, 1/3}
• w2 , h2 ∈ {2/3, 3/4, 1}
5 instances were generated for each combination of (n, w1 , h1 , w2 , h2 ), resulting
in a total of 2025 randomly generated 2DBPP instances.
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4.2

Algorithms

There are four algorithms that will be considered for the 2DBPP. Each of them
begin with the same initial step, which is to sort the items by decreasing area. The
algorithms are the following:
• The Hybrid First-Fit Algorithm (HFF) (Lodi et al., 1999a)
• The Guillotine Algorithm (GUILL) (Jylänki, 2010)
• The Maximal Rectangles Algorithm (MAXRECTS)
• The Skyline Algorithm (SKYLINE)
Since 2DBPP algorithms are naturally more complicated than those for the
1DBPP, the algorithms’ inner workings will not be discussed in detail here.
Interested readers may refer to (Lodi et al., 1999a; Jylänki, 2010) for an explanation
of how the algorithms operate. However, the following settings will be mentioned:
For the GUILL algorithm, the Best Short Side Fit (BSSF) heuristic is used
to place rectangles, and the Shorter Axis Split rule (SAS) is used to determine
the split axis. For the MAXRECTS algorithm, BSSF is again used as the
placement heuristic. For the SKYLINE algorithm, the Best Fit (BF) is used to
place rectangles, and the Waste Map (WM) improvement is also adopted. Based
on performance analysis, they appear to be the generally best settings for the
offline 2DBPP within their respective algorithm types (GUILL, MAXRECTS,
SKYLINE) (Jylänki, 2010). Note that the problem considered in (Jylänki, 2010) is
the non-oriented 2DBPP in which rotation of items is allowed. However, it is very
simple to modify the algorithms so that rotation is forbidden.
As a brief description of each of the algorithms, the HFF algorithm begins by
packing the items into horizontal ’shelves’, then applies the FFD algorithm on
the heights of the shelves to place these shelves into bins. The GUILL algorithm
attempts to obtain what is known as a “guillotine” packing, meaning that the
items can be cut out of the bins using straight cuts. The MAXRECTS algorithm
attempts at every stage to maximise the areas of the largest rectangles that can fit
into the remaining bins, and the SKYLINE algorithm is a small modification of the
MAXRECTS algorithm which ignores internal rectangles and only considers the
“skyline” (the outside border of the rectangles).
This research makes use of the rectpack Python library, which has the GUILL,
MAXRECTS and SKYLINE algorithms implemented. The rectpack library is licensed under Apache 2.0.

4.3

Features

This section will give an overview of the 19 features considered for the 2DBPP
instance space analysis. The widths and heights should be normalised (see Section
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2.1), so W = H = 1. The area of piece i is wi hi . The LSratio (longer to shorter
ratio) of piece i is the ratio between the longer side length and the shorter side
length, and is greater than or equal to 1 for all pieces.
• n: the number of items, n.
• Mean: the mean of the areas of the items.
• Median: the median of the areas of the items.
• Var: the variance of the areas of the items.
• Max: the maximum of the areas, or alternatively, the area of the largest item.
• Min: the minimum of the areas, or alternatively, the area of the smallest item.
• Huge: the proportion of items that have area > 12 . In other words, the number
of items with area > 12 divided by n.
• Large: the proportion of items that have area >

1
3

but ≤ 21 .

• Medium: the proportion of items that have area >

1
4

but ≤ 13 .

• Small: the proportion of items that have area ≤ 41 .
• Tiny: the proportion of items that have area ≤

1
.
10

• Meanwidth: the mean of the widths of the items.
• Varwidth: the variance of the widths of the items.
• Meanheight: the mean of the heights of the items.
• Varheight: the variance of the heights of the items.
• MeanLSratio: the mean of the LSratios of the items.
• VarLSratio: the variance of the LSratios of the items.
• Square: the proportion of items with LSratio ≤ 54 . This represents the proportion of items which are square or nearly square.
• Uneven: the proportion of items with LSratio ≥ 4. This represents the proportion of items which are very far from square.
Most of these features, specifically the first 11, are a simple adaptation of
features for the 1DBPP (Section 3.3), replacing weight with area. Since there
is little information in the literature as to which features of 2DBPP instances
result them being hard, it is reasonable to retain all the features from the 1DBPP.
Additionally, features measuring the mean and variance of the widths and the
heights are included, since there is no guarantee that the widths and heights follow
a similar distribution.
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The final four features capture some of the two-dimensional structure of the
problem, by calculating the LSratio of the items (ratio between the longer and
shorter side lengths). This reflects the fact that items with the same area can
have very different dimensions, and packing squares is very different from packing
long rectangles. Inspiration for calculating the ratio of the side lengths comes from
the paper (López-Camacho et al., 2013b) which studies a variant of the 2DBPP in
which items can be non-rectangular and even non-convex. Most of the other features
proposed in (López-Camacho et al., 2013b) are inappropriate to the 2DBPP under
consideration in which all items are rectangular. For example, there is no point in
measuring the mean rectangularity of the items since this will always be 1.

4.4

Performance Metric

For a 2DBPP instance I and algorithm
A, the performance metric is defined as
P
A(I) − CTS(I), where CTS(I) = ni=1 wi hi is the sum of the (normalised) areas
of the items. CTS(I) is a lower bound to the optimal number of bins required for
instance I, since the total areas of the bins cannot possibly be lower than the total
areas of the items. In comparison to the lower bound for the 1DBPP, this is usually
a much weaker lower bound, since the additional two-dimensional structure of the
problem can result in more bins being required compared to the corresponding
1DBPP instance where the weights are the areas of the rectangles. A group of
items may be unable to fit in a single bin together if their shapes are incompatible,
even if their total areas do not exceed the area of the bin.
An algorithm is considered to have good performance for an instance if its performance metric is at least as small as the performance metric of the other algorithms.
Equivalently, the algorithm does not use more bins than any of the other algorithms.
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Chapter 5
Instance Space Analysis for the
1DBPP
This chapter presents and discusses the results obtained from applying Instance
Space Analysis to the 1DBPP. The original meta-data on which Instance Space
Analysis is performed consists of the 5455 literature instances in Section 3.1. The
3600 randomly generated instances were later projected onto the instance space in
order to fill gaps in the instance space and test the performance of the algorithm
selector.

5.1

Feature Selection and Distribution of Instances

A total of 11 features were initially considered. After normalisation of the metadata, feature selection is then applied in an effort to determine the features most
relevant to algorithm performance while avoiding redundancy. The features chosen
were Median (the median weight), Min (the smallest weight) and Small (proportion
of items with weight less than or equal to 1/4). The projection to 2D instance space
is given below:

T 

 
−0.5586 0.0971
M edian
Z1
=  0.1144 −0.6364  M in 
Z2
0.2277
0.2639
Small

(5.1)

The original instances obtained from the literature came from numerous different
sources (see Section 3.1), and their projection onto the instance space, colour-coded
by source, is shown below in Figure 5.1.
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Figure 5.1: Distribution of 1DBPP literature instances by source
In Figure 5.1, different instance classes are grouped together when they have
similar features. For example, the “Falkenauer T” instances in the bottom-right
corner (z1 around 0, z2 around −2) are grouped with some of the “Scholl 2”
instances. Since the “Falkenauer T” instances are the triplet instances with optimal
solution given by a packing in which three items are placed in each bin, this likely
corresponds to the “Scholl 2” instances in which the weights are generated so that
the the average number of items per bin is 3, since these instances are likely to have
similar feature values, particularly for the Median which will be around 13 for both
instance classes.
As another example, the “Falkenauer U” instances overlap with some of the
“Delorme” and “Scholl 1” instances. All three classes of instances have weights
which are uniformly distributed inside a given range. The overlapping suggests
that the lower and upper bounds, as a proportion of the capacity, chosen for these
instances were approximately the same, since this would result in similar values for
all the selected features.
Overall, Figure 5.1 shows that the literature instances are quite diverse and
cover a large area of the instance space. However, there are some gaps between
different regions of the instance space in which no instances are present, for example
between the “Delorme” and “Scholl 1” instances at the top of the instance space
(where z2 is just under 1).
The addition of the randomly generated instances onto the instance space is
shown in Figure 5.2. The randomly generated instances fill in some gaps that existed
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between the literature instances in Figure 5.1. Some outlier points at the very
bottom are also introduced, but as will be seen, the instances they correspond to
are easy instances.

Figure 5.2: Distribution of all 1DBPP instances by source
Ignoring the outlier points at the bottom of the instance space, the instance
space is thoroughly covered with very few gaps.

5.2

Distribution of Algorithm Performance

A standard statistical analysis of the performance of the 1DBPP algorithms is shown
below in Table 5.1. The DJD algorithm tends to perform better than the FFD algorithm overall on the literature instances, whereas FFD is more frequently superior for
the randomly generated instances. Instances where the algorithms are tied, meaning
that they use the same number of bins, constitute the majority of instances in both
the literature and randomly generated categories.
Table 5.1: Standard statistical analysis of performance results for the 1DBPP
FFD better
Literature 800 (14.7%)
Random 1100 (30.6%)
Total
1900 (21.0%)

DJD better
1427 (26.2%)
247 (6.9%)
1674 (18.5%)

Tied
3228 (59.2%)
2253 (62.6%)
5481 (60.5%)

Total
5455
3600
9055

Overall, for all 9055 instances combined, FFD performs better around 21.0% of
the time, DJD performs better around 18.5% of the time, and they are tied 60.5%
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of the time. However, this alone provides little insight into the reasons why the
performances of the algorithms may differ, and is unhelpful for predicting which
algorithm will be superior for a newly given instance.
Instead of merely relying on statistical averages, it is more insightful to view
the performance of algorithms in instance space. Figure 5.3 below displays the
performance distributions of both algorithms for literature instances. An algorithm
for a given instance is considered to be “good” if it performs at least as well as the
other algorithm considered. In other words, good means best, with both algorithms
being good in the case of a tie. From Figure 5.3a FFD appears to be a generally
consistent algorithm overall, but tends to be worse than DJD in the middle and
middle-right regions of the instance space. Figure 5.3b shows that DJD is a very
strong algorithm for most of the instance space. However, it performs notably worse
in the top and top-right regions.

(a) FFD

(b) DJD

Figure 5.3: Performance distribution of 1DBPP algorithms on literature instances
Most of the instances, particularly those in the left/bottom-left, are tied
instances, where both algorithms perform equally well. In general, ties are likely to
correspond to easier instances, where both algorithms either achieve the optimal
solution, or are only a single bin off. If both algorithms perform badly, being many
bins away from optimal, it is less likely for them to reach the same number of bins,
since they would have to use exactly the same number of extra bins.
Figure 5.4 shows the performance of the algorithms in instance space, but
for the randomly generated instances instead. The general trend is very similar
to that for the literature instances, with FFD sometimes performing poorly in
the center and center-right regions of the instance space, and DJD performing
very poorly in the top-right corner. The red box is the theoretical boundary
of the instance space, calculated from the observed upper and lower bounds of
features for the literature instances. While almost all instances lie within the
theoretical boundary, some randomly generated instances push some of the feature
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values into extremes which are not attained by literature instances. This results
in the instances lying outside the box in the bottom-left corner of the instance space.

(a) FFD

(b) DJD

Figure 5.4: Performance distribution of 1DBPP algorithms on randomly generated
instances

5.3

Algorithm Prediction and Selection

An SVM is used to learn the regions of the instance space in which strong and
weak performance for an algorithm can be expected. Figure 5.5 shows the SVM
performance predictions for both algorithms. It predicts that FFD will perform well
throughout most of the instance space, but will have some small regions of poor
performance near the middle and in the center-right part of the instance space.
In particular, it will perform very strongly in the top and top-right regions. DJD
is expected to perform strongly everywhere except for the top right corner, and a
region at the top just to the left of it.
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(a) FFD

(b) DJD

Figure 5.5: SVM predicted performance of 1DBPP algorithms
These models can be combined into an SVM algorithm selection tool, shown in
Figure 5.6 below. DJD is the recommended algorithm for almost all parts of the
instance space. The regions where FFD is recommended correspond to the regions
where DJD is predicted to perform badly in Figure 5.5b, which is the top-right corner
and a small region a little to the left of that. Based on the predicted performance
plots in Figure 5.5, this is unsurprising, since DJD is expected to perform well
near the center of the instance space, in particular in the middle and mid-right
regions, whereas FFD has some areas of weakness. In the bottom-left regions of
the instance space, both algorithms perform strongly and it does not really matter
which algorithm is selected.

Figure 5.6: SVM algorithm selector for the 1DBPP
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Table 5.2 below shows the performance of the SVM algorithm selector, as
well as the SVM accuracies and precisions. Considering all of the instances
used in the analysis (literature and random), the algorithm selector chooses
an algorithm with good performance 92.9% of the time. In contrast, the FFD
and DJD algorithms in isolation perform well on 81.5% and 79.0% of instances
respectively, so the algorithm selector performs significantly better than either
of the two algorithms by themselves. This shows that the algorithm selector is
very successful at choosing the superior algorithm if one exists for the given instance.
Table 5.2: Average performance metric with SVM accuracy and parameters for the
1DBPP

For regions of the instance space where both algorithms are expected to perform
to perform strongly, DJD is the algorithm of choice. Looking at Table 5.2, this
can be explained by the higher precision of the SVM for the DJD algorithm, 91.4%
compared to 88.2% for FFD. The precision is the ratio between the number of true
positives (i.e. correct predictions of good performance) and the total number of
predicted positives. In regions where both algorithms are predicted to have good
performance, the higher precision algorithm is chosen by the selector to maximise
the likelihood of this prediction being correct.

5.4

Distribution of Features

The three features selected are Median, Min and Small. Their relationship with the
instance space coordinates is given in equation (5.1), but the plots below in Figure
5.7 provide a more visual picture of how the features vary across the instance space.
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(a) Median

(b) Min

(c) Small

Figure 5.7: Distribution of features in instance space for the 1DBPP
Median is primarily captured by the horizontal instance space coordinate. It is
largest at the left side of the instance space, and gets smaller when moving to the
right. Min is primarily captured by the vertical instance space coordinate, with the
feature being largest at the bottom and smallest at the top. Small varies with both
the horizontal and vertical coordinates, though there is more dependence on the
horizontal coordinate. There is a greater proportion of small items in instances on
the right side, and at the top of the instance space.
The instances in the very bottom-left corner of the instance space which lie
outside the theoretical boundary have a much higher Min feature compared to the
rest of the instances. Specifically, for these instances the Min feature is greater than
or equal to 0.5. These instances are very easy to solve, since almost all items must
be placed in their own bin, with the only possible exception of two items both with
weight 0.5C being placed together. They are also uninteresting problem instances,
since there is no opportunity for different algorithms to obtain different packings.
Since algorithms which do not needlessly waste bins will all obtain the same optimal
result, instances in this region do not appear in the literature.

5.5

Insights into the 1DBPP

From the Instance Space Analysis performed on the 1DBPP, the following insights
can be obtained:
• The properties of instances from the literature can be mimicked by choosing
appropriate parameters when randomly generating instances. As seen in Figure 5.2, the space occupied by literature instances is also covered by randomly
generated instances. Looking at Figures 5.3 and 5.4, the regions of bad performance for each algorithm do not significantly change when moving from
literature instances to randomly generated instances.
• Instances on the left side of the instance space (corresponding to a large Median), especially the bottom left (large Min, small Small) are easy instances,
34

on which both algorithms consistently perform well. This corresponds to instances with mostly large items. The randomly generated instances in the very
bottom-left corner of the instance space lying outside the theoretical boundary
correspond to trivial instances in which all, or almost all items must be placed
in their own bin.
• DJD performs badly in the top right corner of the instance space, and a little
to the left of that corner. This corresponds to a large Small, small Median
and small Min. This corresponds to instances with mostly small items. This
makes sense, since if most of the items are small, it will be more difficult to
fill a bin with combinations of three or fewer items.
• FFD performs weakly in the middle and middle-right regions. The middle
region corresponds to medium-sized values for all selected features (Median,
Min, Small). Instances in this region have a limited proportion of items being Small (weight less than 1/4 of the capacity) with the remainder of the
items being larger than 1/4 of the capacity, and there are no very small items
which can function as sand (López-Camacho et al., 2013a) to improve the performance of the FFD algorithm. Instances in the middle-right region has a
similarly moderate value of Min, but have a smaller Median, a larger Small
or both. While items are overall smaller in that region, there are still no very
small items.
• For the triplet instances (“Falkenauer T” from the literature), z1 is around 0
and z2 is around −2. Figure 5.3 appears to suggest that both algorithms
perform strongly on the triplet instances, which seems to contradict their
known hardness. This is a reminder that having “good performance” can
be misleading, since goodness is measured relative to the other algorithm. If
both algorithms perform equally badly, they are both considered to have good
performance, even if they are very far from the optimal solution. However, for
general 1DBPP instances, the optimal number of bins required is unknown,
so this information cannot be incorporated into the performance metric or
definition of goodness.

5.6

Summary

Instance Space Analysis has been successfully applied to the 1DBPP to compare
the FFD and DJD heuristics. The set of features considered are adequate for characterising the strengths and weaknesses of the two algorithms. The Median, Min
and Small features are the most important features for predicting whether each algorithm will perform well on an instance. The FFD algorithm can do poorly when
all the features take medium values, which corresponds to instances with mostly
medium-sized items. The DJD algorithm struggles with instances with large Small,
small Median and small Min, which corresponds to instances with small items. The
SVM algorithm selector developed from Instance Space Analysis chooses a good algorithm for 92.9% of the instances analysed, which is much better than the rates of
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good performance of the FFD and DJD algorithms in isolation (81.5% and 79.0%
respectively).
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Chapter 6
Instance Space Analysis for the
2DBPP
This chapter presents and discusses the results obtained from applying Instance
Space Analysis to the 2DBPP. The meta-data on which Instance Space Analysis is
performed consists of algorithm performances and features for the 2925 instances in
Section 4.1, which includes 900 literature-based instances and 2025 instances that are
customly randomly generated, which will be referred to as “randomly generated” in
this chapter even though the literature-based instances are also randomly generated.

6.1

Feature Selection and Distribution of Instances

A total of 19 features were initially considered. After normalisation of the metadata, feature selection is then applied in an effort to determine the features most
relevant to algorithm performance while avoiding redundancy. The features chosen
were Mean (the mean of the areas), Median (the median of the areas) and Small
(proportion of items with area less than or equal to 1/4). The projection to 2D
instance space is given below:

T 

 
−0.1337 0.3778
M ean
Z1
= −0.1812 0.8201  M edian
Z2
−0.8538 −0.4285
Small

(6.1)

The projection of the instances onto the instance space, colour-coded by source,
is shown below in Figure 6.1.

37

Figure 6.1: Distribution of 2DBPP instances by source
From Figure 6.1 it is notable that the instances appear to mostly fall on a
straight line. The only instances which significantly deviate from this are some of
the Martello-Vigo instances at the very top of the instance space. These points
correspond to the third class of instances under Martello-Vigo, where 70% of the
items are from Type 3 (widths and heights randomly generated in the ranges
[ 21 W, W ] and [ 12 H, H] respectively) and 10% are from each of the other types.
By looking at equation (6.1) which relates the instance space coordinates with
the (normalised) feature values, it can be seen that a large z2 value corresponds
to the Mean and Median features being large and the Small feature being small.
This means that large z2 values correspond to instances with items of large area.
Conversely, a small z2 value corresponds to the Mean and Median features being
small and the Small feature taking large values, which corresponds to instances
with small items.
The Bengtsson instances mostly lie in the bottom left corner of the instance
space, which corresponds to the fact that their instances contain mostly small items.
The Berkey-Wang and Martello-Vigo instances are more spread out across the instance space, with a mixture of instances in the bottom-left, middle and top-right
of the instance space. Finally, the randomly generated instances cover the entire
occupied instance space, except for a small patch of instances at the very top. As
will be seen, the instances at the very top correspond to easy instances.
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6.2

Distribution of Algorithm Performance

The overall performance of each algorithm is presented in Table 6.1 below. The
entries in each algorithm’s column refer to the number and percentage of instances
for which it performs well. As with the 1DBPP, good performance means best performance (i.e. not being outperformed by any other algorithm under consideration).
Table 6.1: Standard statistical analysis of performance results for the 2DBPP
HFF
Literature 616 (68.4%)
Random
655 (32.3%)
Total
1271 (43.5%)

GUILL
509 (56.6%)
262 (12.9%)
771 (26.4%)

MAXRECTS
SKYLINE
874 (97.1%)
692 (76.9%)
1947 (96.1%) 882 (43.6%)
2821 (96.4%) 1574 (53.8%)

Total
900
2025
2925

So far, this suggests that the MAXRECTS algorithm is the strongest algorithm overall and will likely dominate all the others, since it obtains good
performance on almost all of the instances. MAXRECTS is only outperformed by
another algorithm for 104 (3.6%) instances, out of all 2925 test instances considered.
Additionally, the literature-based instances appear to be overall less challenging
to the algorithms than the randomly generated instances. For each algorithm
considered, the proportion of literature-based instances for which the algorithm
obtains good performance is greater than the same proportion for randomly generated instances. As will be seen in the next figure, instances in the very bottom-left
corner of the instance space tend to be easy for all algorithms. This suggests
that most of the Bengtsson instances, and some of the Martello-Vigo instances
which land in the bottom-left corner, are not challenging for the four heuristics
considered, resulting in the statistical analysis reporting better performance for
literature instances.
In contrast, the randomly generated instances appear to be much more difficult.
Even SKYLINE, the overall second best performing algorithm, fails to perform
well for more than half of the randomly generated instances. The other algorithms,
HFF and GUILL perform even worse.
Instead of merely relying on overall performances, it is more insightful to view
the performance of algorithms in instance space. Figure 6.2 below displays the
performance distributions of all the algorithms under assessment.
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(a) HFF

(b) GUILL

(c) MAXRECTS

(d) SKYLINE

Figure 6.2: Performance distribution of 2DBPP algorithms in instance space
HFF tends to perform well on instances in the bottom left portion of the instance space, and its performance gradually deteriorates when moving up the line in
instance space. GUILL has a similar trend but tends to perform even worse near the
middle, with a much smaller region of good performance in the bottom left corner.
MAXRECTS is clearly a very strong algorithm, with only isolated cases of bad performance. Finally, SKYLINE also follows a similar trend to FFD and GUILL, but
with generally stronger performance. Overall, the algorithms, listed in decreasing
order of general performance, are MAXRECTS, SKYLINE, HFF and GUILL. The
performance distributions of the last three algorithms are similar, with performance
getting worse when moving up and to the right in instance space.

6.3

Algorithm Prediction and Selection

An SVM is used to learn the regions of the instance space in which strong and weak
performance for each algorithm can be expected. Figure 6.3 below shows the SVM
performance predictions for all the algorithms.
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(a) HFF

(b) GUILL

(c) MAXRECTS

(d) SKYLINE

Figure 6.3: SVM predicted performance of 2DBPP algorithms
MAXRECTS is predicted to have good performance on all instances. The
other three algorithms all have various regions of predicted strength and weakness.
GUILL has the smallest algorithm footprint, with good performance expected
only in the very bottom left corner, as well as the instances that lie above the
line. HFF has a broader footprint in the bottom left corner but is a little worse
for the instances at the very top of the instance space. Finally, SKYLINE is
expected to perform strongly up until z2 reaches around 0, at which point it is no
longer expected to do well. This confirms the observation made in Section 6.2 that
SKYLINE has a larger footprint than HFF, which in turn performs strongly in a
larger area than GUILL.
These models can be combined into an SVM algorithm selection tool, but unlike for the 1DBPP, this is uninteresting since the selector simply chooses the
MAXRECTS algorithm for all instances.
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6.4

Distribution of Features

The three features selected are Mean, Median and Small. Their relationship with
the instance space coordinates is given in equation (6.1), but the plots below in
Figure 6.4 provide a more visual picture of how the features vary across the instance
space.

(a) Mean

(b) Median

(c) Small

Figure 6.4: Distribution of features in instance space for the 2DBPP
The Mean and Median features appear to vary similarly in the instance space.
Both these features increase when moving up and to the right in instance space,
although there are slight differences in how they vary, and near the middle of the instance space Mean tends to be slightly larger than Median. The Small features goes
in the opposite direction, attaining its greatest values in the bottom left corner and
gradually decreasing when moving towards the top right corner of the instance space.
All three features appear to be highly correlated. Mean is positively correlated
with Median since they increase and decrease together, whereas Small is negatively
correlated with both Mean and Median.

6.5

Insights into the 2DBPP

From the Instance Space Analysis performed on the 2DBPP, the following insights
can be obtained:
• The MAXRECTS algorithm is extremely strong, at least in comparison to
the other algorithms considered, obtaining good performance on 96.4% of the
instances considered. This may suggest that the instances considered are insufficiently challenging for MAXRECTS. However, considering the broadly
strong performance of MAXRECTS over all occupied parts of the instance
space (Figure 6.2c), it is more likely that other algorithms are just too weak
to provide any robust competition.
• The other algorithms tend to perform better in the bottom left corner of the
instance space, and get weaker when moving to the top right. The bottom left
corner corresponds to Mean and Median being small and Small being large.
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This means that instances with mostly small pieces tend to be easier for HFF,
GUILL and SKYLINE.
• All algorithms perform well for the instances at the very top of the instance
space, which corresponds to a very large Mean and Median and a tiny Small.
The instances in this region have many pieces with very large areas. The strong
performance of all algorithms in this region can be explained by noting that
if most of the pieces are sufficiently large, no pair of them can be placed together into the same bin. This means that, regardless of the algorithm chosen,
these pieces must all go into separate bins, which provides less opportunity
for a strong algorithm to outperform other algorithms. In this respect, these
instances are similar to the 1DBPP instances lying in the bottom-left corner
of the 1DBPP instance space (see Section 5.4), which were also easy instances
because almost every item needed to be placed in its own bin.
• Instances in the middle and top right of the instance space (z2 between 0 and
3) tend to be difficult for all algorithms aside from MAXRECTS. For z2 around
0 to 1, Mean, Median and Small all take moderate values, which corresponds
to instances with a mixture of small and large items, balancing out so that
the Mean and Median features are moderate in value. When z2 is around 3,
instances have mostly large items, but not so large that the problem becomes
near trivial like the situation in the previous dot point.
• All three features appear to be highly correlated. This suggests that feature selection was unable to select uncorrelated features to explain algorithm
performance. This is most likely due to a combination of the dominant performance of the MAXRECTS algorithm (meaning that there is very little to
explain, since it almost always performs well), as well as the lack of diversity
in the test instances used. A possible avenue for future research is to try and
generate instances which lie further away from the currently occupied region
of the instance space.

6.6

Summary

Instance Space Analysis has been applied to the 2DBPP to assess the HFF, GUILL,
MAXRECTS, and SKYLINE algorithms. The set of features considered do not
appear to be adequate for characterising multiple properties of 2DBPP instances,
since the chosen features, Mean, Median, and Small, are highly correlated. The
MAXRECTS algorithm performs very strongly, obtaining good performance for
96.4% of instances, and is the clear dominant algorithm over all occupied areas of
the instance space. For the other three algorithms, the algorithm footprint (i.e. the
regions of the instance space where good performance is expected for the algorithm)
is largest for SKYLINE, followed by HFF, with GUILL obtaining the overall worst
performance.
The other three algorithms all have their regions of strength and weakness. In
general, instances with very small objects, corresponding to the bottom-left corner
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of the instance space, tend to be relatively easy for all algorithms. The instances
at the very top of the instance space, correspondingly to instances with extremely
large items, are also easy. The challenging instances lie in between these two
extremes and correspond to instances with many items with large area, possibly
mixed with some small items as well. The large items in these challenging instances
are not so large as to require each large item to be placed in its own bin, which
would render the problem much easier.
Due to the blatant dominance of the MAXRECTS algorithm and the relative
weakness of the other algorithms considered, a successful algorithm selector beyond
simply choosing MAXRECTS for all instances cannot be established. Stronger
alternative algorithms will need to be developed and included so that Instance Space
Analysis can provide a sophisticated algorithm selector.
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Chapter 7
Conclusion
In this thesis, Instance Space Analysis has been applied to bin packing problems
for the first time. The dependence of the performance of common heuristics for the
1DBPP and 2DBPP on the values of selected features of problem instances was
found and presented graphically. For each heuristic, the regions of expected strength
and weakness in instance space have been calculated using an SVM and presented
visually. For both the 1DBPP and the 2DBPP, an algorithm selection tool was
developed so that a heuristic could be recommended for any unseen or new instances.
For the 1DBPP, a successful algorithm selector was ultimately developed.
This selector chose a good algorithm for 92.9% of the test instances considered.
In contrast, the individual algorithms, FFD and DJD, in isolation could only
obtain good performance for 81.5% and 79.0% of the instances, respectively. The
dependence of each algorithm’s performance on the selected features was clear and
not too surprising given how the algorithms operate. In general, DJD performed
poorly on instances with a large number of small items, and FFD performed poorly
on instances with mostly medium-sized items. The benchmark instances considered
appear to be diverse and challenging enough for the purpose of comparing and
analysing the performances of the FFD and DJD algorithms.
For the 2DBPP, one algorithm, MAXRECTS, clearly dominated the other
three algorithms considered. As a result, the algorithm selector developed ended
up always recommending the MAXRECTS algorithm regardless of the instance.
Nevertheless, insights were still gained about the 2DBPP as a result of applying
the methodology of Instance Space Analysis. For the other algorithms considered
(HFF, GUILL and SKYLINE), areas of clear strength and weakness could be
identified in the instance space. In general, instances with extremely small or
extremely large items tended to be easy for all algorithms, while instances with
moderately large items tended to be hard for all algorithms other than MAXRECTS.
In contrast to the 1DBPP, the benchmark instances considered did not appear
to be sufficiently challenging or diverse, particularly for the MAXRECTS algorithm.
MAXRECTS obtained good performance over 96% of the time in both the literaturebased and randomly generated instance categories. Additionally, the features chosen
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were highly correlated features, although they did do a good job of explaining the
strengths and weaknesses of most of the algorithms.

7.1

Future Work

While many insights about the 1DBPP and 2DBPP, and heuristics used to solve
them, have been gained from this work, there remain many pathways open for
future research in this area. One possible area of expansion is to consider other
algorithms for solving the 1DBPP and 2DBPP. For example, tabu search (Lodi
et al., 1999b), genetic algorithms (Kaaouache and Bouamama, 2015) and even exact
algorithms (Delorme et al., 2016) have been proposed for the bin packing problems.
The performances of these more involved algorithms can be compared with each
other and with the heuristics considered in this thesis. When applying Instance
Space Analysis to compare exact algorithms with heuristics, the performance metric
used should differ from the “number of bins minus a constant” measure used in this
research, since otherwise the exact algorithms will outperform the heuristics every
time. Instead, considerations of running time or memory usage may be relevant,
since exact algorithms typically take a much longer time to run and require much
more memory usage compared to heuristics.
Another direction for future research is to explore the 2DBPP more deeply.
Since the test instances used in this thesis turned out not to be very challenging,
trying to generate more challenging instances may be a worthwhile future endeavour.
Additionally, all the features chosen during Instance Space Analysis for the 2DBPP
were highly correlated, and it may be gainful to attempt to develop new instance
features to explain algorithm performance, or even to repeat the Instance Space
Analysis while disabling feature selection.
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